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Objects

ǐMore than 60 million status updates posted each day

ǐ694/s

ǐMore than 3 billion photos uploaded to the site each month

ǐ23/s

ǐMore than 5 billion pieces of content (web links, news stories, 

blog posts, notes, photo albums, etc.) shared each week

ǐ8K/s

ǐAverage user has 130 friends on the site

ǐ50 Billion friend graph edges

ǐAverage user clicks the Like button on 9 pieces of content 

each month

ǐAverage user writes 25 comments on Facebook content 



- Infrastructure

ǐThousands of servers in several data centers in two regions

ǐWeb servers

ǐDB servers

ǐMemcache Servers

ǐOther services



The scale of memcache @ facebook

ǐMemcache Ops/s

ǐover 400M gets/sec

ǐover 28M sets/sec

ǐover 2T cached items

ǐover 200Tbytes 

ǐNetwork IO

ǐpeak rx  530Mpkts/s 60GB/s

ǐpeak tx 500Mpkts/s 120GB/s



A typical memcache serverôs P.O.V.

ǐNetwork I/O

ǐrx 90Kpkts/s 9.7MB/s

ǐtx 94Kpkts/s 19MB/s

ǐMemcache OPS

ǐ80K gets/s

ǐ2K sets/s

ǐ200M items



Evolution of facebookôs 
architecture
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Memcache Rules of the Game

ǐGET object from memcache

ǐon miss, query database and SET object to memcache

ǐUpdate database row and DELETE object in memcache

ǐNo derived objects in memcache

ǐEvery memcache object maps to persisted data in database



Scaling memcache



Phatty Phatty Multiget

QuickTimeÊ and a
H.264 decompressor

are needed to see this picture.



Phatty Phatty Multiget (notes)

ǐPHP runtime is single threaded and synchronous

ǐTo get good performance for data-parallel operations like 

retrieving info for all friends, itôs necessary to dispatch 

memcache get requests in parallel

ǐInitially we just used polling I/O in PHP.  

ǐLater we switched to true asynchronous I/O in a PHP C 

extension

ǐIn both case the result was reduced latency through 

parallelism.



Pools and Threads

PHP Client
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PHP Client



Pools and Threads (notes)

ǐPrivacy objects are small but have poor hit rates

ǐUser-profiles are large but have good hit rates

ǐWe achieve better overall caching by segregating different 

classes of objects into different pools of memcache servers

ǐMemcache was originally a classic single-threaded unix 

daemon

ǐThis meant we needed to run 4 instances with 1/4 the RAM 

on each memcache server

ǐ4X the number of connections to each both

ǐ4X the meta-data overhead

ǐWe needed a multi-threaded service



Connections and Congestion
ǐ[animation]

QuickTimeÊ and a
H.264 decompressor

are needed to see this picture.



Connections and Congestion (notes)

ǐAs we added web-servers the connections to each memcache 

box grew.

ǐEach webserver ran 50-100 PHP processes

ǐEach memcache box has 100K+ TCP connections

ǐUDP could reduce the number of connections

ǐAs we added users and features, the number of keys per-

multiget increased

ǐPopular people and groups

ǐPlatform and FBML

ǐWe began to see incast congestion on our ToR switches.

ǐUDP allowed us to do congestion detection and admission-

control



Serialization and Compression

ǐWe noticed our short profiles werenôt so short

ǐ 1K PHP serialized object

ǐfb-serialization

ǐbased on thrift wire format

ǐ3X faster

ǐ30% smaller

ǐgzcompress serialized strings
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